
   
 

   
 

Appendix A 1 

 2 
Supplementary material of “Osteoarthritis Endotype Discovery via Clustering of 3 
Biochemical Marker Data” by F. Angelini, P. Widera, A. Mobasheri, J. Blair, A. 4 
Struglics, M. Uebelhoer, Y. Henrotin, Anne C. Marijnissen, M. Kloppenburg, F.J. 5 
Blanco, I.K. Haugen, F. Berenbaum, C. Ladel, J. Larkin, A. C. Bay-Jensen and J. 6 
Bacardit. 7 

1 BIOCHEMICAL MARKERS DATA AND CLUSTERING 8 
 9 

1.1 Missing data imputation 10 
 11 
Two patients were dropped out of the study, because 14 out of 16 values for the 12 
biochemical markers were missing. Among the remaining patients, only 6 patients 13 
had between 1-3 missing values, representing the 0.0025% of the values. Despite 14 
this small percentage, instead of dropping out those patients or those features 15 
completely, a machine learning based imputation approach has been followed. The 16 
aim was to estimate the missing values in certain features from the existing values in 17 
other features. Imputation models based on Random Forest (RF) and K-Nearest 18 
Neighbour (KNN) regression models were trained and tested on the data subset of   19 
containing no missing data, named  , following a bootstrapping-like procedure. The 20 
performance was measured with the cross-validated, averaged    score, denoted as 21   ̅̅̅̅ .(1,2) Since imputation performance strongly depends on appropriate hyper-22 
parameters selection, a grid-search was applied as inner loop in a Nested Cross-23 
Validation (NCV) procedure (5 round-robin outer folds, 10 round-robin inner folds), to 24 
minimise the chance of overfitting the models and overestimating the    scores.(3) 25 
Subsequently, a further cross-validated grid-search (10 folds) was performed on  , 26 
to find a generalised set of hyper-parameter  ̇. Therefore, for each feature 27 

separately, if   ̅̅̅̅     , the best model was selected by maximising the score 28   ̅̅̅̅       , where   represents the standard deviation (Table A1). Otherwise, the 29 
Median value on the entire population was used as imputer. Actual imputation was 30 
performed by training the candidate model on  , except the patients to impute, and 31 
using hyper-parameters  ̇. 32 
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Table A1. Missing data hyper-parameters summary. 33 

  KNN RF   

Biomarker Missing 
values 

Grid-search Best parameters   ̅̅̅̅        
Grid-search Best parameters   ̅̅̅̅        

Imputation 

S_CTXI 1 (0.33%) neighbours: 2, 5, 10, 
15, 20, 25, 30 

neighbours: 5 0.54 ± 0.09 trees: 100, 500 
depth: 2, 3, 4, 5 
features: 4, 8, 12 

depth: 3 
features: 4 
trees: 500 

0.64 ± 0.12 RF 

S_hsCRP 1 (0.33%) neighbours: 10 0.32 ± 0.15 depth: 3 
features: 4 
trees: 100 

0.37 ± 0.21 RF 

S_PRO_C2 1 (0.33%) neighbours: 25 -0.076 ± 0.079 depth: 3 
features: 4  
trees: 500 

-0.072 ± 0.15 Median 

S_NMID 1 (0.33%) neighbours: 5 0.47 ± 0.14 depth: 5 
features: 4  
trees: 100 

0.53 ± 0.2 RF 

S_COLL2_1 2 (0.67%) neighbours: 25 0.014 ± 0.083 depth: 3 
features: 4  
trees: 100 

-0.051 ± 0.34 Median 

S_COLL2_1NO2 2 (0.67%) neighbours: 30 0.1 ± 0.074 depth: 3 
features: 4 
trees: 500 

0.19 ± 0.18 RF 

U_CTXI_ALPHA 4 (1.35%) neighbours: 10 0.41 ± 0.13 depth: 3 
features: 4 
trees: 500 

0.43 ± 0.18 KNN 

U_CTXII 4 (1.35%) neighbours: 25  0.14 ± 0.08 depth: 4 
features: 4 
trees: 100 

0.14 ± 0.19 KNN 

 34 
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1.2 Correction of fasting-sensitive values 35 
 36 
The patients were asked to fast for at least 6 hours prior sampling. However, 37 
although efforts were made to maximize fasted sample collection, including the offer 38 
of an in-home visit on the morning of the baseline timepoint, this was not always 39 
feasible primarily due to the start time and length of the clinical visits. As a result, 40 
samples from 79 of the 297 patients were collected unfasted and noted in the study 41 
records to assess any potential effects on data analysis. The Spearman rank 42 
correlation was computed between each feature and the fasting status (binary). 15 43 
out of 16 markers turned out to be weakly correlated (<27%). As opposed, U_CTXI 44 
was moderately correlated with the fasting status (41%). Therefore, U_CTXI values 45 
for the 79 non-fasting patients were replaced with imputed values, following the 46 
same approach explained in Section 1.1 (Figure A1). 47 
 48 

1.3 Normality test 49 
 50 
Biochemical markers pre-processed as explained in Section 2.1 and 2.2, were 51 
further inverse log transformed to compensate for the initial log transformation and 52 
get marker actual concentrations. Therefore, Shapiro tests for normality were 53 
conducted (α = 0.05). The results are shown in Figure A2. It turned out that none of 54 
the markers were normally distributed.  55 
 56 

1.4 Mutual correlation between markers 57 
 58 
The mutual Spearman-rank correlation between features prior clustering is shown in 59 
Figure A3. 60 
 61 

1.5 Parameter optimisation for clustering 62 
 63 
Additional insights regarding the KMEANS optimisation are given in Figure A4. 64 
 65 

1.6 Cluster interpretation 66 
 67 
Model performance estimation 68 
 69 
To help with model interpretation, we used feature selection to identify the minimal 70 
set of relevant features to discriminate between a cluster and the rest. To this aim we 71 
used Recursive Feature Elimination Cross Validation (RFECV), with a nested grid-72 
search cross validation to optimise RF hyperparameters. The used metric was the 73 
F1-score. Therefore, the mean F1-score was computed by further cross-validating 74 
on the whole dataset, to obtain a robust and not over-estimated performance for the 75 
one-cluster-vs-the-rest RF model. The idea behind this process, i.e., CV-RFECV, is 76 
that if the mean F1-score is sufficiently high, therefore any RF model (optimised in 77 
the same manner) can be potentially trusted. Figure A5 and Table A1 for more 78 
insights. 79 
 80 
Model Selection 81 
 82 
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To interpret the classification models and understand the identity of each cluster, we 83 
need to select a single model for each one-cluster-vs-the-rest version of the data. If 84 
the mean F1-score obtained in the previous step was acceptable, e.g., greater than 85 
.80, a new RFE cross-validation was run on the whole dataset, with a nested grid-86 
search as in the previous step. See Figure A5 and Table A1 for more insights. 87 
 88 
Model Interpretation 89 
 90 
Once the model was selected, the state-of-the-art SHAP explainable AI method was 91 
used to estimate the importance magnitudes of input features. SHAP values 92 
estimate feature relevance in predicting cluster labels, and are useful for the initial 93 
cluster interpretation.(4,5) 94 
 95 

1.7 Cluster stability 96 
 97 
As opposite to Hierarchical Clustering,  -means is not based on a rigid data point 98 
distance-based hierarchy. Therefore, in principle, it is possible that by increasing the 99 
number clusters to look for, k, the new cluster composition may disrupt the one found 100 
for lower values of k, revealing that those clusters were not as stable and well 101 
defined as expected. This is, for example, the case of poorly concentrated clusters, 102 
that tend to be split or vanished when finer cluster subdivision is requested and  -103 
means is used. In this sense, the robustness of the clusters discussed in this paper 104 
was questioned. Thus, the pipeline discussed in Section 4 was run by setting     105 
and     and clustering results compared to those obtained for    . It turned out 106 
that most of the patients that were into the same cluster at    , keep staying into 107 
the same cluster at     and    , preserving a major part of the SHAP profile 108 
associated (Figures A6 and A7). This demonstrates that the three clusters 109 
considered in this paper are well-defined in the data space and robust with respect to 110 
finer clustering representations. 111 
 112 
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 130 

Figure A1. Correction of S_CTXI values for non-fasting patients. “Fasting” patients’ distribution is compared to 131 
“non-fasting” patients’ distribution. The “non-fasting” patients’ distribution was therefore imputed from the other 132 
biomarkers using a predictive model based on Random Forest, obtaining the “imputed” distribution. Each dot 133 
represents a patient S_CTXI concentration. 134 

  135 
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 136 

Figure A2. Distribution histograms for inverse log transformed, pre-processed, biochemical markers. On top of 137 
each graph, the Shapiro test for normality result is shown with correspondent p value. 138 

  139 
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 141 
Figure A3. Pair-wise Spearman Rank correlation coefficients between biochemical markers data in  ̅.     142 
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 143 
Figure A4. KMEANS optimisation report obtained by varying the random initialisation of the initial centroid 144 
position. (Top) Silhouette scores for different k values obtained by 10 random initializations of KMEANS. The 145 
silhouette score ranges between -1 to +1 and measures the data separation associated with of the labels set 146 
found by KMEANS at specific k. High/low median values mean higher/lower data separation. Diamond symbol 147 
represents outliers of the IQR. The star symbol represents the k chosen in this work. (Centre) Adjusted Mutual 148 
Information (AMI) computed between each pair of label sets considered in the Top graph. AMI ranges between 0 149 
and +1 and it is used to measure the pairwise agreement between labels sets. High/low median values mean 150 
high/low agreement. Diamond symbol represents outliers of the IQR. (Bottom) Median J-score obtained by the 151 
label sets considered in the Top graph. The J-score is the sum of the squared distances of samples to their 152 
closest cluster centroid and it measures the dispersion of clusters. The best k w.r.t. j-score is the one that 153 
corresponds to the “elbow” of the curve. 154 

  155 
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 156 
Figure A5. CV-RFECV overview. (Left) The model performance estimation aims at estimating a robust F1-score 157 
(Mean F1-score) that measures whether we can trust RF models trained on the whole data (one-vs-the-rest 158 
case). The method is based on a nested cross-validation procedure. (Right) In case the Mean F1-score obtained 159 
in the model performance estimation is high enough (>80%, set empirically), the model selection selects the best 160 
model for one-vs-the-rest clusters interpretation. 161 

 162 

Table A1. CV-RFECV hyperparameters. “Ki“ denotes the number of folds for the cross-validation splits. “Step” 163 
and “Min number of features” respectively represent the number of features to drop at each RFE iteration and the 164 
minimum possible number of features to select with RFE. “Number of estimators”, “Max depth” and “Criterion” 165 
respectively represent the number of trees for Random Forest, maximum depth of each tree and split criterion.  166 

FOLDS RFECV GridSearchCV for RF 

K1 5 Step 1 Number of estimators 100, 250, 500 
K2 5 Min number of features 2 Max depth 2, 3, 4, 5 
K3 5   Criterion Gini, entropy 

  167 
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 168 
Figure A6. Sankey diagram mapping KMEANS clusters obtained by using k=3, 4, and 5, showing the robustness 169 
of the clusters found at k=3 and discussed in the paper. Most patients within the three clusters found at k=3 is still 170 
into the same cluster at k=4, although a new cluster is generated (“unknow1”). At k=5, most of the unknown1 171 
patients are still into the same cluster, while a new cluster is created (unknown2). However, still a consistent 172 
number of patients that at k=3 was into the same cluster are kept into the same cluster at k=5. 173 

  174 
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